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“How can we test the programming 
capabilities of LLMs?”
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task_id: HumanEval/155 
entry_point: even_odd_count 
prompt:  
def even_odd_count(num): 
    """Given an integer. return a tuple that has  

the number of even and odd digits respectively. 

     Example: 
        even_odd_count(-12) ==> (1, 1) 
        even_odd_count(123) ==> (1, 2) 
    """ 

canonical_solution:  
    even, odd = 0, 0 
    for ch in str(num): 
        if ch in "02468": even += 1 
        if ch in "13579": odd += 1 
    return even, odd 

base_input: [[7], [-78], [3452], [346211], [-345821], …]
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• To measure functional correctness 

• Code writing, not code reading





“Can LLMs understand code fragments?”



“Can LLMs understand code fragments?”

“Can LLMs identify subtle inconsistencies between 
code fragments and their descriptions?”



Key Idea

6



Key Idea

We can reuse the canonical solution (code fragment) and the prompt (task description) 
in the existing LLM testing benchmarks (e.g., HumanEval). 

By design, the code and its description are consistent.
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Table 1: Summary of Mutation Operators

Name Description Example

AOR Arithmetic Operator Replacement a + b! a � b
LVR Literal Value Replacement 10 ! 9
ROR Relational Operator Replacement a < b! a >= b
STD Statement Deletion remove one line

simple examples. Notice that each mutation operator exploits dif-
ferent aspects of the code, allowing us to investigate the strengths
and weaknesses of the LLMs in consistency testing.

We initially generated a total of 38018 mutants by applying all
possible mutation operators. However, considering the time and
cost involved in executing GPT-3.5 and GPT-4, we randomly se-
lected 100 mutants for each programming language and mutation
operator. Therefore, our case study considered a total of 2400 mu-
tants (i.e., 100 randomly selected mutants ⇥ 4 mutation operators
⇥ 6 programming languages). We manually veri�ed that all the mu-
tants are not equivalent mutants, and can cause code-description
inconsistencies. Notice that we used the same mutants for both
GPT-3.5 and GPT-4 to ensure a fair comparison.

4.4 Methodologies
This subsection describes methodologies to address our research
questions.

4.4.1 (RQ1, RQ2) Mutation Operators and Programming Languages.
To answer RQ1 and RQ2, we repeated Algorithm 1 for the two
LLMs using the same HumanEval-X dataset and the four mutation
operators. By recording the programming languages and mutation
operators used for each LLM execution, we could compute the MCT
score for each programming language and mutation operator.

4.4.2 (RQ3) Input Characteristic Analysis. To answer RQ3, we used
the data collected for RQ1 and RQ2 and built decision trees to infer
how the consistency testing results (i.e., correct or incorrect) relate
to input characteristics (e.g., lines of code provided in the prompt).
We used decision trees because they are easy to interpret and useful
in identifying important features. More important features appear
closer to the root, and less important ones may even be removed
during pruning [42]. This allows us to consider all features simul-
taneously, unlike correlation analysis, which requires considering
each input feature separately.

Since our target variable (i.e., the consistency testing result) is
binary, we used a classi�cation tree. Speci�cally, we built a classi�-
cation tree to predict the consistency testing result of a given input
prompt based on the following input characteristics as features:
• Model (nominal): GPT-3.5 or GPT-4
• Mutation operator (nominal): AOR, ROR, LVR, or STD
• Programming language (nominal): Python, C++, Java, Go, JS, or
Rust

• Line (numeric): Total lines of code
• Token (numeric): Total number of tokens in the code
• Mutation position (numeric): Position (line number) of mutation
in the code

Table 2: MCT Score for Di�erent Mutation Operators

Model AOR LVR ROR STD Avg

GPT-3.5 38.7 20.2 25.7 51.3 34.0
GPT-4 90.3 83.5 81.5 85.2 85.1

Di� 51.6 63.3 55.8 33.9 51.1

In addition to the nominal features (i.e., model, mutation operator,
and programming language), we added the numeric features (i.e.,
lines, tokens, and mutation position) as the static characteristics of
the input code. We want to note that the lines of code and the num-
ber of tokens are not redundant since more lines do not necessarily
mean more tokens.

To evaluate the predictive accuracy of the generated classi�-
cation tree, we measured the percentage of correctly classi�ed
instances using 10-fold cross validation on the 4800 data instances
(i.e., 2400 mutants for each of the two LLMs). Based on our prelim-
inary experiments, we set the minimum number of observations
per leaf node to 150 to balance the interpretability and accuracy
of the tree. We used the default values provided by Weka for the
other parameters.

4.4.3 (RQ4) One-Shot Prompting. To answer RQ4, we used the
zero-shot and one-shot prompts based on the template shown in
Figure 3. Due to the high execution cost of GPT-4, we used only
GPT-3.5.

5 CASE STUDY RESULTS
5.1 RQ1: Impact of Mutation Operators
Table 2 shows how the performance of both GPT-4 and GPT-3.5
varies on di�erent mutation operators. The bottom row displays the
di�erence in MCT scores between the two models. For example, for
the same set of mutants generated by applying the AOR mutation
operator, GPT-3.5 and GPT-4 achieve MCT scores of 38.7 and 90.3,
respectively, and as a result, the di�erence is 51.7.

Overall, it is clear that GPT-4 outperforms GPT-3.5, regardless
of the mutation operators. This indicates that GPT-3.5’s ability to
understand code and its descriptions as well as to identify subtle
inconsistencies between them is considerably inferior to that of
GPT-4. This is likely due to the vast amount of training data and
trainable parameters in GPT-4, in comparison to GPT-3.5.

As for GPT-3.5, the MTC scores range from 20.7 (LVR) to 51.3
(STD), indicating its poor ability to identify subtle inconsistencies
between code and its description. Speci�cally, the lowest score of
20.7 for LVR implies that GPT-3.5 su�ers from identifying minor
changes in literal values, which is a crucial aspect in many SE tasks,
such as debugging. It is perhaps intuitive that STD has the highest
score of 51.3, given that deleting a statement is relatively easier to
detect than other changes in AOR, LVR and ROR. However, a score
of 51.3 means that almost half of the deleted statements are not
accurately detected by GPT-3.5, which is surprising.

As for GPT-4, the MCT scores for all mutation operators are
above 80, indicating its decent ability to identify subtle inconsisten-
cies between code and its description. On the one hand, it achieves
the highest score of 90.3 for AOR, which highlights its pro�ciency

Mutation Operators
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    """ 
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LLM
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Pass/Fail

• To measure consistency checking capability 
• Focusing on code reading
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Mutated 
Code
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Task ID:

Python 53

Problem:

def add(x: int , y: int):
���
Add two numbers x and y
>>> add(2, 3)
5
���

Canonical Solution:

def add(x: int , y: int):
return x + y

Test inputs:

assert add(0, 1) == 1
assert add(1, 0) == 1
...

Figure 1: An example problem, canonical solution, and test
inputs in HumanEval [5]

Original Program:
if (a and b) {

c = 1
} else {

c = 0
}

Mutated Program:
if (a or b) {

c = 1
} else {

c = 0
}

Figure 2: A simpli�ed mutant generation example. The log-
ical operator ‘and’ in the original program (left) has been
modi�ed to ‘or’ in the mutant (right).

Integration of language models with tree search algorithms, pro-
posed by Zhou et al. [47], enhances reasoning, acting, and planning
capabilities in LLMs. In the context of programming, Muennigho�
et al. [22] investigate instruction tuning for large language models
in their study, aiming to improve LLMs’ performance in under-
standing and generating code. Reynolds and McDonell [32] o�er
new insights into e�ective interaction with LLMs, moving beyond
traditional few-shot learning approaches. These studies collectively
underscore the dynamic nature of prompt engineering and its criti-
cal role in leveraging the full capabilities of LLMs in a variety of
complex applications.

2.3 Mutation Analysis
Mutation analysis is a software testing method that seeks to eval-
uate the e�cacy of a test suite by introducing small, systematic
changes to the source code of a program. These intentional modi�-
cations, or mutations, result in a series of slightly altered versions
of the program, i.e., a “mutant”. If a test suite can detect these inten-
tional faults, it’s more likely to detect unintentional ones already
present in the code. However, if it cannot detect intentional faults,
it indicates potential weaknesses in the testing dataset. Figure 2
illustrates a simple mutant example.

This mutation analysis concept has been explored and expanded
in many papers. For instance, [16] provide a comprehensive survey
of the �eld, discussing its development, applications, and challenges.
[7] o�er a systematic review of mutation testing tools in their paper,
comparing features and capabilities of various tools in this domain.
[26] provide an updated survey of advances in mutation testing,
including recent developments. [45] discuss the use of mutation
testing in improving fault localization, while [43] discusses the
challenges and potential of mutation testing at the turn of the
century. Finally, [17] investigate the e�ectiveness of mutants as
substitutes for real faults in software testing.

3 APPROACH
We aim to systematically evaluate the code understanding capa-
bility of LLMs, particularly in terms of detecting subtle inconsis-
tencies between code (written in programming languages) and
its description (written in natural language). To achieve this, we
present Mutation-based Consistency Testing (MCT). The key idea
behind the MCT approach is to deliberately inject arti�cial inconsis-
tencies between code and its description using program mutation,
which can simulate potential bugs that LLMs might encounter in
real-world scenarios.

Algorithm 1 shows the pseudocode of our MCT approach. It
takes as input the LLM under test L, a set of consistent data ⇡ =
{(des, imp), . . . } where (des, imp) is a pair of a program description
(i.e., des) and its corresponding implementation (i.e., imp), and a set
of mutation operators * applicable to the implementations in ⇡ .
The algorithm then returns an MCT score B that ranges from 0 to
100, with larger values indicating better results.

Notice that ⇡ is directly available from existing code generation
benchmarks. Also, obtaining * is straightforward with existing
mutation analysis studies across various programming languages.

Algorithm 1: Mutation-based Consistency Testing (MCT) for
LLMs
Input :LLM under Test L,

Set of Consistent Pairs ⇡ = { (des, imp), . . . },
Set of Mutation Operators*

Output :MCT Score B
1 Set of Passed Mutated Data %  ;
2 Set of Failed Mutated Data �  ;
3 foreach Consistent Pair (des, imp) 2 ⇡ do
4 if isConsistent(L, des, imp) then
5 Set of Mutants"  genMutants(imp,* )
6 foreach Mutant< 2 " do
7 if ¬isConsistent(L, desc,<) then
8 %  % [ { (des,<) }
9 else
10 �  � [ { (des,<) }

11 MCT Score B  |% |
|% |+|� | ⇥ 100

12 return B

The algorithm �rst initializes two sets: passed mutated data %
(line 1) and failed mutated data � (line 2). For each pair (des, imp) 2
⇡ (line 3), the algorithm checks if L correctly answers “consistent”
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3 APPROACH
We aim to systematically evaluate the code understanding capa-
bility of LLMs, particularly in terms of detecting subtle inconsis-
tencies between code (written in programming languages) and
its description (written in natural language). To achieve this, we
present Mutation-based Consistency Testing (MCT). The key idea
behind the MCT approach is to deliberately inject arti�cial inconsis-
tencies between code and its description using program mutation,
which can simulate potential bugs that LLMs might encounter in
real-world scenarios.

Algorithm 1 shows the pseudocode of our MCT approach. It
takes as input the LLM under test L, a set of consistent data ⇡ =
{(des, imp), . . . } where (des, imp) is a pair of a program description
(i.e., des) and its corresponding implementation (i.e., imp), and a set
of mutation operators * applicable to the implementations in ⇡ .
The algorithm then returns an MCT score B that ranges from 0 to
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Notice that ⇡ is directly available from existing code generation
benchmarks. Also, obtaining * is straightforward with existing
mutation analysis studies across various programming languages.

Algorithm 1: Mutation-based Consistency Testing (MCT) for
LLMs
Input :LLM under Test L,

Set of Consistent Pairs ⇡ = { (des, imp), . . . },
Set of Mutation Operators*

Output :MCT Score B
1 Set of Passed Mutated Data %  ;
2 Set of Failed Mutated Data �  ;
3 foreach Consistent Pair (des, imp) 2 ⇡ do
4 if isConsistent(L, des, imp) then
5 Set of Mutants"  genMutants(imp,* )
6 foreach Mutant< 2 " do
7 if ¬isConsistent(L, desc,<) then
8 %  % [ { (des,<) }
9 else
10 �  � [ { (des,<) }

11 MCT Score B  |% |
|% |+|� | ⇥ 100

12 return B

The algorithm �rst initializes two sets: passed mutated data %
(line 1) and failed mutated data � (line 2). For each pair (des, imp) 2
⇡ (line 3), the algorithm checks if L correctly answers “consistent”

Pairs of descriptions (des) and their implementations (imp)
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Integration of language models with tree search algorithms, pro-
posed by Zhou et al. [47], enhances reasoning, acting, and planning
capabilities in LLMs. In the context of programming, Muennigho�
et al. [22] investigate instruction tuning for large language models
in their study, aiming to improve LLMs’ performance in under-
standing and generating code. Reynolds and McDonell [32] o�er
new insights into e�ective interaction with LLMs, moving beyond
traditional few-shot learning approaches. These studies collectively
underscore the dynamic nature of prompt engineering and its criti-
cal role in leveraging the full capabilities of LLMs in a variety of
complex applications.

2.3 Mutation Analysis
Mutation analysis is a software testing method that seeks to eval-
uate the e�cacy of a test suite by introducing small, systematic
changes to the source code of a program. These intentional modi�-
cations, or mutations, result in a series of slightly altered versions
of the program, i.e., a “mutant”. If a test suite can detect these inten-
tional faults, it’s more likely to detect unintentional ones already
present in the code. However, if it cannot detect intentional faults,
it indicates potential weaknesses in the testing dataset. Figure 2
illustrates a simple mutant example.

This mutation analysis concept has been explored and expanded
in many papers. For instance, [16] provide a comprehensive survey
of the �eld, discussing its development, applications, and challenges.
[7] o�er a systematic review of mutation testing tools in their paper,
comparing features and capabilities of various tools in this domain.
[26] provide an updated survey of advances in mutation testing,
including recent developments. [45] discuss the use of mutation
testing in improving fault localization, while [43] discusses the
challenges and potential of mutation testing at the turn of the
century. Finally, [17] investigate the e�ectiveness of mutants as
substitutes for real faults in software testing.

3 APPROACH
We aim to systematically evaluate the code understanding capa-
bility of LLMs, particularly in terms of detecting subtle inconsis-
tencies between code (written in programming languages) and
its description (written in natural language). To achieve this, we
present Mutation-based Consistency Testing (MCT). The key idea
behind the MCT approach is to deliberately inject arti�cial inconsis-
tencies between code and its description using program mutation,
which can simulate potential bugs that LLMs might encounter in
real-world scenarios.

Algorithm 1 shows the pseudocode of our MCT approach. It
takes as input the LLM under test L, a set of consistent data ⇡ =
{(des, imp), . . . } where (des, imp) is a pair of a program description
(i.e., des) and its corresponding implementation (i.e., imp), and a set
of mutation operators * applicable to the implementations in ⇡ .
The algorithm then returns an MCT score B that ranges from 0 to
100, with larger values indicating better results.

Notice that ⇡ is directly available from existing code generation
benchmarks. Also, obtaining * is straightforward with existing
mutation analysis studies across various programming languages.

Algorithm 1: Mutation-based Consistency Testing (MCT) for
LLMs
Input :LLM under Test L,

Set of Consistent Pairs ⇡ = { (des, imp), . . . },
Set of Mutation Operators*

Output :MCT Score B
1 Set of Passed Mutated Data %  ;
2 Set of Failed Mutated Data �  ;
3 foreach Consistent Pair (des, imp) 2 ⇡ do
4 if isConsistent(L, des, imp) then
5 Set of Mutants"  genMutants(imp,* )
6 foreach Mutant< 2 " do
7 if ¬isConsistent(L, desc,<) then
8 %  % [ { (des,<) }
9 else
10 �  � [ { (des,<) }

11 MCT Score B  |% |
|% |+|� | ⇥ 100

12 return B

The algorithm �rst initializes two sets: passed mutated data %
(line 1) and failed mutated data � (line 2). For each pair (des, imp) 2
⇡ (line 3), the algorithm checks if L correctly answers “consistent”

Pairs of descriptions (des) and their implementations (imp)

To consider correctly identified des-imp pairs only
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uate the e�cacy of a test suite by introducing small, systematic
changes to the source code of a program. These intentional modi�-
cations, or mutations, result in a series of slightly altered versions
of the program, i.e., a “mutant”. If a test suite can detect these inten-
tional faults, it’s more likely to detect unintentional ones already
present in the code. However, if it cannot detect intentional faults,
it indicates potential weaknesses in the testing dataset. Figure 2
illustrates a simple mutant example.

This mutation analysis concept has been explored and expanded
in many papers. For instance, [16] provide a comprehensive survey
of the �eld, discussing its development, applications, and challenges.
[7] o�er a systematic review of mutation testing tools in their paper,
comparing features and capabilities of various tools in this domain.
[26] provide an updated survey of advances in mutation testing,
including recent developments. [45] discuss the use of mutation
testing in improving fault localization, while [43] discusses the
challenges and potential of mutation testing at the turn of the
century. Finally, [17] investigate the e�ectiveness of mutants as
substitutes for real faults in software testing.

3 APPROACH
We aim to systematically evaluate the code understanding capa-
bility of LLMs, particularly in terms of detecting subtle inconsis-
tencies between code (written in programming languages) and
its description (written in natural language). To achieve this, we
present Mutation-based Consistency Testing (MCT). The key idea
behind the MCT approach is to deliberately inject arti�cial inconsis-
tencies between code and its description using program mutation,
which can simulate potential bugs that LLMs might encounter in
real-world scenarios.

Algorithm 1 shows the pseudocode of our MCT approach. It
takes as input the LLM under test L, a set of consistent data ⇡ =
{(des, imp), . . . } where (des, imp) is a pair of a program description
(i.e., des) and its corresponding implementation (i.e., imp), and a set
of mutation operators * applicable to the implementations in ⇡ .
The algorithm then returns an MCT score B that ranges from 0 to
100, with larger values indicating better results.

Notice that ⇡ is directly available from existing code generation
benchmarks. Also, obtaining * is straightforward with existing
mutation analysis studies across various programming languages.

Algorithm 1: Mutation-based Consistency Testing (MCT) for
LLMs
Input :LLM under Test L,

Set of Consistent Pairs ⇡ = { (des, imp), . . . },
Set of Mutation Operators*

Output :MCT Score B
1 Set of Passed Mutated Data %  ;
2 Set of Failed Mutated Data �  ;
3 foreach Consistent Pair (des, imp) 2 ⇡ do
4 if isConsistent(L, des, imp) then
5 Set of Mutants"  genMutants(imp,* )
6 foreach Mutant< 2 " do
7 if ¬isConsistent(L, desc,<) then
8 %  % [ { (des,<) }
9 else
10 �  � [ { (des,<) }

11 MCT Score B  |% |
|% |+|� | ⇥ 100

12 return B

The algorithm �rst initializes two sets: passed mutated data %
(line 1) and failed mutated data � (line 2). For each pair (des, imp) 2
⇡ (line 3), the algorithm checks if L correctly answers “consistent”

Pairs of descriptions (des) and their implementations (imp)

To consider correctly identified des-imp pairs only

The description and its mutated implementation must be  
inconsistent by definition



Prompting (base)

We carefully crafted a prompt considering three essential aspects:  

(1) clear task definition 

(2) structured input 

(3) explicit evaluation criteria
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I�m presenting you with a program
description and its corresponding code.
Description: {DESCRIPTION HERE}
Code: {CODE HERE}
Evaluate the code based on the description.
Respond with:
1 - If the code functionally and syntactically

matches the description completely without any
minor inconsistency.

2 - Otherwise.
Please respond only with a single number:
�1� or �2�.

Figure 3: Zero-shot prompt template with {DESCRIPTION}
and {CODE} as placeholders for corresponding artifacts

for the given des and imp (line 4). Section 3.1 details the prompt used
to execute L using des and imp. The algorithm enters the main part
of MCT (lines 5–10) only if L correctly answers. This ensures that
the MCT score is computed purely based on the initially identi�ed
consistent pairs by L. In the main part of MCT, the algorithm �rst
generates a set of mutants " from the given code imp using the
mutation operators * . Section 3.2 details the mutant generation
process. For each mutant< 2 " (line 6), the algorithm checks if
L correctly answers “inconsistent” for the given des and< (line 7).
If it is correct, then the pair of des and < is added to % (line 8);
otherwise, the pair is added to � (line 10). At the end, the algorithm
ends by returning the MCT score B = |% |

|% |+|� | ⇥ 100 (lines 11–12).

3.1 Prompting
Prompt engineering, as introduced in Section 2.2, is important as
the design of prompts can signi�cantly a�ect the output of LLMs.
Inspired by existing methods used for testing LLMs on the Hu-
manEval Dataset [5], we carefully crafted a prompt considering
three essential aspects: (1) clear task de�nition, (2) structured in-
put, and (3) explicit evaluation criteria. Figure 3 shows the prompt
template, with {DESCRIPTION} and {CODE} as placeholders for
corresponding artifacts.

In the prompt template, we can see that (1) the task de�nition is
provided clearly in the �rst part, (2) the code and its description are
presented separately in a structured manner, and (3) the evaluation
criteria are explicitly stated at the end.

One-shot prompting is a common few-shot technique, which
provides the LLM with a single example to guide its response. As
discussed in Section 2.1, it helps the LLM to better understand the
context and the speci�c requirements of the task. Figure 4 shows the
example part to be appended at the end of the zero-shot prompt (see
Figure 3). The example serves as a reference for the LLM, illustrating
how to analyze and respond to the task. By including this example,
we could align the model’s response mechanism more closely with
the desired output, thereby enhancing the accuracy and relevance
of its answers. More experiments will follow in Section 4.

3.2 Mutant Generation
To introduce inconsistencies between a description (des) and its
implementation (imp), we systematically generate many mutants

Here is an example for you. When given this pair:

Description:

from typing import List\n\n\ndef
has_close_elements(numbers: List[float],
threshold: float) -> bool:
��� Check if in given list of numbers , are any
two numbers closer to each other than given

threshold.
>>> has_close_elements ([1.0, 2.0, 3.0], 0.5)
False
>>> has_close_elements ([1.0, 2.8, 3.0, 4.0,
5.0, 2.0], 0.3)
True
���

Code:

for idx , elem in enumerate(numbers):
for idx2 , elem2 in enumerate(numbers):

if idx != idx2:
distance = abs(elem * elem2)
if distance < threshold:

return True

return False

The code did not match the description, the code should be:

for idx , elem in enumerate(numbers):
for idx2 , elem2 in enumerate(numbers):

if idx != idx2:
distance = abs(elem - elem2)
if distance < threshold:

return True

return False

So the correct answer is: 2

Figure 4: The additional input for one-shot prompts. This
part is appended at the end of the zero-shot prompt template
(Figure 3) to create one-shot prompts.

from imp. As discussed in Section 2.3, one can simply generate
many subtle mutants by applying pre-de�ned mutation operators
as much as possible.

Although the process of generating mutations seems straight-
forward, it can sometimes produce mutants that are semantically
equivalent to the original program. Since there is no inconsistency
between a description and the equivalent mutant of its original pro-
gram, we should avoid generating equivalent mutants. However,
the equivalent mutant detection problem is known to be unde-
cidable [4]. Nevertheless, this can be addressed by selecting mu-
tation operators carefully to reduce the possibility of generating
equivalent mutants [6]. Furthermore, we can leverage a rich set of
equivalent mutant detection studies [21, 25].

Another potential issue is the sheer number of mutants. Often-
times, the total number of mutants would be too much to deal
with considering time and cost. Notice that mutant execution (us-
ing LLMs) is both time- and cost-intensive, not mutant generation.
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I�m presenting you with a program
description and its corresponding code.
Description: {DESCRIPTION HERE}
Code: {CODE HERE}
Evaluate the code based on the description.
Respond with:
1 - If the code functionally and syntactically

matches the description completely without any
minor inconsistency.

2 - Otherwise.
Please respond only with a single number:
�1� or �2�.

Figure 3: Zero-shot prompt template with {DESCRIPTION}
and {CODE} as placeholders for corresponding artifacts

for the given des and imp (line 4). Section 3.1 details the prompt used
to execute L using des and imp. The algorithm enters the main part
of MCT (lines 5–10) only if L correctly answers. This ensures that
the MCT score is computed purely based on the initially identi�ed
consistent pairs by L. In the main part of MCT, the algorithm �rst
generates a set of mutants " from the given code imp using the
mutation operators * . Section 3.2 details the mutant generation
process. For each mutant< 2 " (line 6), the algorithm checks if
L correctly answers “inconsistent” for the given des and< (line 7).
If it is correct, then the pair of des and < is added to % (line 8);
otherwise, the pair is added to � (line 10). At the end, the algorithm
ends by returning the MCT score B = |% |

|% |+|� | ⇥ 100 (lines 11–12).

3.1 Prompting
Prompt engineering, as introduced in Section 2.2, is important as
the design of prompts can signi�cantly a�ect the output of LLMs.
Inspired by existing methods used for testing LLMs on the Hu-
manEval Dataset [5], we carefully crafted a prompt considering
three essential aspects: (1) clear task de�nition, (2) structured in-
put, and (3) explicit evaluation criteria. Figure 3 shows the prompt
template, with {DESCRIPTION} and {CODE} as placeholders for
corresponding artifacts.

In the prompt template, we can see that (1) the task de�nition is
provided clearly in the �rst part, (2) the code and its description are
presented separately in a structured manner, and (3) the evaluation
criteria are explicitly stated at the end.

One-shot prompting is a common few-shot technique, which
provides the LLM with a single example to guide its response. As
discussed in Section 2.1, it helps the LLM to better understand the
context and the speci�c requirements of the task. Figure 4 shows the
example part to be appended at the end of the zero-shot prompt (see
Figure 3). The example serves as a reference for the LLM, illustrating
how to analyze and respond to the task. By including this example,
we could align the model’s response mechanism more closely with
the desired output, thereby enhancing the accuracy and relevance
of its answers. More experiments will follow in Section 4.

3.2 Mutant Generation
To introduce inconsistencies between a description (des) and its
implementation (imp), we systematically generate many mutants

Here is an example for you. When given this pair:

Description:

from typing import List\n\n\ndef
has_close_elements(numbers: List[float],
threshold: float) -> bool:
��� Check if in given list of numbers , are any
two numbers closer to each other than given

threshold.
>>> has_close_elements ([1.0, 2.0, 3.0], 0.5)
False
>>> has_close_elements ([1.0, 2.8, 3.0, 4.0,
5.0, 2.0], 0.3)
True
���

Code:

for idx , elem in enumerate(numbers):
for idx2 , elem2 in enumerate(numbers):

if idx != idx2:
distance = abs(elem * elem2)
if distance < threshold:

return True

return False

The code did not match the description, the code should be:

for idx , elem in enumerate(numbers):
for idx2 , elem2 in enumerate(numbers):

if idx != idx2:
distance = abs(elem - elem2)
if distance < threshold:

return True

return False

So the correct answer is: 2

Figure 4: The additional input for one-shot prompts. This
part is appended at the end of the zero-shot prompt template
(Figure 3) to create one-shot prompts.

from imp. As discussed in Section 2.3, one can simply generate
many subtle mutants by applying pre-de�ned mutation operators
as much as possible.

Although the process of generating mutations seems straight-
forward, it can sometimes produce mutants that are semantically
equivalent to the original program. Since there is no inconsistency
between a description and the equivalent mutant of its original pro-
gram, we should avoid generating equivalent mutants. However,
the equivalent mutant detection problem is known to be unde-
cidable [4]. Nevertheless, this can be addressed by selecting mu-
tation operators carefully to reduce the possibility of generating
equivalent mutants [6]. Furthermore, we can leverage a rich set of
equivalent mutant detection studies [21, 25].

Another potential issue is the sheer number of mutants. Often-
times, the total number of mutants would be too much to deal
with considering time and cost. Notice that mutant execution (us-
ing LLMs) is both time- and cost-intensive, not mutant generation.

Provides an example to guide the LLM’s response. 

Such few-shot prompting helps the LLM better 
understand the context and requirements. 

The figure on the right is the example part to be 
appended at the end of the base prompt. 

The same example is used for all prompts.
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Table 1: Summary of Mutation Operators

Name Description Example

AOR Arithmetic Operator Replacement a + b! a � b
LVR Literal Value Replacement 10 ! 9
ROR Relational Operator Replacement a < b! a >= b
STD Statement Deletion remove one line

simple examples. Notice that each mutation operator exploits dif-
ferent aspects of the code, allowing us to investigate the strengths
and weaknesses of the LLMs in consistency testing.

We initially generated a total of 38018 mutants by applying all
possible mutation operators. However, considering the time and
cost involved in executing GPT-3.5 and GPT-4, we randomly se-
lected 100 mutants for each programming language and mutation
operator. Therefore, our case study considered a total of 2400 mu-
tants (i.e., 100 randomly selected mutants ⇥ 4 mutation operators
⇥ 6 programming languages). We manually veri�ed that all the mu-
tants are not equivalent mutants, and can cause code-description
inconsistencies. Notice that we used the same mutants for both
GPT-3.5 and GPT-4 to ensure a fair comparison.

4.4 Methodologies
This subsection describes methodologies to address our research
questions.

4.4.1 (RQ1, RQ2) Mutation Operators and Programming Languages.
To answer RQ1 and RQ2, we repeated Algorithm 1 for the two
LLMs using the same HumanEval-X dataset and the four mutation
operators. By recording the programming languages and mutation
operators used for each LLM execution, we could compute the MCT
score for each programming language and mutation operator.

4.4.2 (RQ3) Input Characteristic Analysis. To answer RQ3, we used
the data collected for RQ1 and RQ2 and built decision trees to infer
how the consistency testing results (i.e., correct or incorrect) relate
to input characteristics (e.g., lines of code provided in the prompt).
We used decision trees because they are easy to interpret and useful
in identifying important features. More important features appear
closer to the root, and less important ones may even be removed
during pruning [42]. This allows us to consider all features simul-
taneously, unlike correlation analysis, which requires considering
each input feature separately.

Since our target variable (i.e., the consistency testing result) is
binary, we used a classi�cation tree. Speci�cally, we built a classi�-
cation tree to predict the consistency testing result of a given input
prompt based on the following input characteristics as features:
• Model (nominal): GPT-3.5 or GPT-4
• Mutation operator (nominal): AOR, ROR, LVR, or STD
• Programming language (nominal): Python, C++, Java, Go, JS, or
Rust

• Line (numeric): Total lines of code
• Token (numeric): Total number of tokens in the code
• Mutation position (numeric): Position (line number) of mutation
in the code

Table 2: MCT Score for Di�erent Mutation Operators

Model AOR LVR ROR STD Avg

GPT-3.5 38.7 20.2 25.7 51.3 34.0
GPT-4 90.3 83.5 81.5 85.2 85.1

Di� 51.6 63.3 55.8 33.9 51.1

In addition to the nominal features (i.e., model, mutation operator,
and programming language), we added the numeric features (i.e.,
lines, tokens, and mutation position) as the static characteristics of
the input code. We want to note that the lines of code and the num-
ber of tokens are not redundant since more lines do not necessarily
mean more tokens.

To evaluate the predictive accuracy of the generated classi�-
cation tree, we measured the percentage of correctly classi�ed
instances using 10-fold cross validation on the 4800 data instances
(i.e., 2400 mutants for each of the two LLMs). Based on our prelim-
inary experiments, we set the minimum number of observations
per leaf node to 150 to balance the interpretability and accuracy
of the tree. We used the default values provided by Weka for the
other parameters.

4.4.3 (RQ4) One-Shot Prompting. To answer RQ4, we used the
zero-shot and one-shot prompts based on the template shown in
Figure 3. Due to the high execution cost of GPT-4, we used only
GPT-3.5.

5 CASE STUDY RESULTS
5.1 RQ1: Impact of Mutation Operators
Table 2 shows how the performance of both GPT-4 and GPT-3.5
varies on di�erent mutation operators. The bottom row displays the
di�erence in MCT scores between the two models. For example, for
the same set of mutants generated by applying the AOR mutation
operator, GPT-3.5 and GPT-4 achieve MCT scores of 38.7 and 90.3,
respectively, and as a result, the di�erence is 51.7.

Overall, it is clear that GPT-4 outperforms GPT-3.5, regardless
of the mutation operators. This indicates that GPT-3.5’s ability to
understand code and its descriptions as well as to identify subtle
inconsistencies between them is considerably inferior to that of
GPT-4. This is likely due to the vast amount of training data and
trainable parameters in GPT-4, in comparison to GPT-3.5.

As for GPT-3.5, the MTC scores range from 20.7 (LVR) to 51.3
(STD), indicating its poor ability to identify subtle inconsistencies
between code and its description. Speci�cally, the lowest score of
20.7 for LVR implies that GPT-3.5 su�ers from identifying minor
changes in literal values, which is a crucial aspect in many SE tasks,
such as debugging. It is perhaps intuitive that STD has the highest
score of 51.3, given that deleting a statement is relatively easier to
detect than other changes in AOR, LVR and ROR. However, a score
of 51.3 means that almost half of the deleted statements are not
accurately detected by GPT-3.5, which is surprising.

As for GPT-4, the MCT scores for all mutation operators are
above 80, indicating its decent ability to identify subtle inconsisten-
cies between code and its description. On the one hand, it achieves
the highest score of 90.3 for AOR, which highlights its pro�ciency

Mutation Operators



RQ1: Impact of Mutation Operators

• GPT-4 significantly outperforms GPT-3.5 for all mutation operators.  

• However, GPT-4 shows the lowest score of 81.5 for ROR, indicating the relative 
weakness of dealing with relational logic.
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Table 1: Summary of Mutation Operators

Name Description Example

AOR Arithmetic Operator Replacement a + b! a � b
LVR Literal Value Replacement 10 ! 9
ROR Relational Operator Replacement a < b! a >= b
STD Statement Deletion remove one line

simple examples. Notice that each mutation operator exploits dif-
ferent aspects of the code, allowing us to investigate the strengths
and weaknesses of the LLMs in consistency testing.

We initially generated a total of 38018 mutants by applying all
possible mutation operators. However, considering the time and
cost involved in executing GPT-3.5 and GPT-4, we randomly se-
lected 100 mutants for each programming language and mutation
operator. Therefore, our case study considered a total of 2400 mu-
tants (i.e., 100 randomly selected mutants ⇥ 4 mutation operators
⇥ 6 programming languages). We manually veri�ed that all the mu-
tants are not equivalent mutants, and can cause code-description
inconsistencies. Notice that we used the same mutants for both
GPT-3.5 and GPT-4 to ensure a fair comparison.

4.4 Methodologies
This subsection describes methodologies to address our research
questions.

4.4.1 (RQ1, RQ2) Mutation Operators and Programming Languages.
To answer RQ1 and RQ2, we repeated Algorithm 1 for the two
LLMs using the same HumanEval-X dataset and the four mutation
operators. By recording the programming languages and mutation
operators used for each LLM execution, we could compute the MCT
score for each programming language and mutation operator.

4.4.2 (RQ3) Input Characteristic Analysis. To answer RQ3, we used
the data collected for RQ1 and RQ2 and built decision trees to infer
how the consistency testing results (i.e., correct or incorrect) relate
to input characteristics (e.g., lines of code provided in the prompt).
We used decision trees because they are easy to interpret and useful
in identifying important features. More important features appear
closer to the root, and less important ones may even be removed
during pruning [42]. This allows us to consider all features simul-
taneously, unlike correlation analysis, which requires considering
each input feature separately.

Since our target variable (i.e., the consistency testing result) is
binary, we used a classi�cation tree. Speci�cally, we built a classi�-
cation tree to predict the consistency testing result of a given input
prompt based on the following input characteristics as features:
• Model (nominal): GPT-3.5 or GPT-4
• Mutation operator (nominal): AOR, ROR, LVR, or STD
• Programming language (nominal): Python, C++, Java, Go, JS, or
Rust

• Line (numeric): Total lines of code
• Token (numeric): Total number of tokens in the code
• Mutation position (numeric): Position (line number) of mutation
in the code

Table 2: MCT Score for Di�erent Mutation Operators

Model AOR LVR ROR STD Avg

GPT-3.5 38.7 20.2 25.7 51.3 34.0
GPT-4 90.3 83.5 81.5 85.2 85.1

Di� 51.6 63.3 55.8 33.9 51.1

In addition to the nominal features (i.e., model, mutation operator,
and programming language), we added the numeric features (i.e.,
lines, tokens, and mutation position) as the static characteristics of
the input code. We want to note that the lines of code and the num-
ber of tokens are not redundant since more lines do not necessarily
mean more tokens.

To evaluate the predictive accuracy of the generated classi�-
cation tree, we measured the percentage of correctly classi�ed
instances using 10-fold cross validation on the 4800 data instances
(i.e., 2400 mutants for each of the two LLMs). Based on our prelim-
inary experiments, we set the minimum number of observations
per leaf node to 150 to balance the interpretability and accuracy
of the tree. We used the default values provided by Weka for the
other parameters.

4.4.3 (RQ4) One-Shot Prompting. To answer RQ4, we used the
zero-shot and one-shot prompts based on the template shown in
Figure 3. Due to the high execution cost of GPT-4, we used only
GPT-3.5.

5 CASE STUDY RESULTS
5.1 RQ1: Impact of Mutation Operators
Table 2 shows how the performance of both GPT-4 and GPT-3.5
varies on di�erent mutation operators. The bottom row displays the
di�erence in MCT scores between the two models. For example, for
the same set of mutants generated by applying the AOR mutation
operator, GPT-3.5 and GPT-4 achieve MCT scores of 38.7 and 90.3,
respectively, and as a result, the di�erence is 51.7.

Overall, it is clear that GPT-4 outperforms GPT-3.5, regardless
of the mutation operators. This indicates that GPT-3.5’s ability to
understand code and its descriptions as well as to identify subtle
inconsistencies between them is considerably inferior to that of
GPT-4. This is likely due to the vast amount of training data and
trainable parameters in GPT-4, in comparison to GPT-3.5.

As for GPT-3.5, the MTC scores range from 20.7 (LVR) to 51.3
(STD), indicating its poor ability to identify subtle inconsistencies
between code and its description. Speci�cally, the lowest score of
20.7 for LVR implies that GPT-3.5 su�ers from identifying minor
changes in literal values, which is a crucial aspect in many SE tasks,
such as debugging. It is perhaps intuitive that STD has the highest
score of 51.3, given that deleting a statement is relatively easier to
detect than other changes in AOR, LVR and ROR. However, a score
of 51.3 means that almost half of the deleted statements are not
accurately detected by GPT-3.5, which is surprising.

As for GPT-4, the MCT scores for all mutation operators are
above 80, indicating its decent ability to identify subtle inconsisten-
cies between code and its description. On the one hand, it achieves
the highest score of 90.3 for AOR, which highlights its pro�ciency

MCT Score for Different Mutation Operators



RQ2: Impact of Programming Language

• GPT-4 significantly outperforms GPT-3.5 for all programming languages.  

• GPT-4’s performance gain is particularly notable in languages with simple syntax and 
semantics, such as Python and C++.
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in reasoning arithmetic operators. On the other hand, the lowest
score of 81.5 is for ROR, which suggests that GPT-4 has relatively
less accuracy in understanding relational logic.

The answer to RQ1 is that, regardless of mutation operators
used, GPT-4 signi�cantly outperforms GPT-3.5 in terms of
the MCT scores. However, GPT-4 shows the lowest score
of 81.5 for ROR, indicating the relative weakness of dealing
with relational logic.

5.2 RQ2: Impact of Programming Language
Table 3 shows the MCT scores of both GPT-3.5 and GPT-4 for di�er-
ent programming languages. The results indicate a clear pattern of
GPT-4 outperforming GPT-3.5 across all languages. The bottom row
of the table highlights the di�erence in MCT scores between the
two models, showcasing the advancement in GPT-4’s capabilities.

Table 3: MCT Score for Di�erent Programming Languages

Model Python C++ Go Java JS Rust Avg

GPT-3.5 29.0 28.8 30.5 27.5 44.8 43.3 34.0
GPT-4 89.3 89.0 81.3 77.8 86.0 87.5 85.1

Di� 60.3 60.2 50.8 50.3 41.2 44.2 51.1

On the one hand, GPT-3.5 shows a relatively consistent but low
MCT score across all programming languages, with its highest
performance in JavaScript (44.8) and lowest in Java (27.5). This
is somewhat consistent with [1] who ranked the complexity of
programming languages from least to most complex as Python,
C++, JavaScript, and Java. This suggests that while GPT-3.5 has
a general understanding of programming languages, it struggles
with the complexities of speci�c languages like Java.

On the other hand, GPT-4 demonstrates a remarkable improve-
ment in all languages, particularly excelling in Python (89.3) and
C++ (89.0). Its lowest score is in Java (77.8), but it still signi�cantly
outperforms GPT-3.5. This indicates GPT-4’s advanced ability to
understand and process various programming languages, likely due
to its more diverse and extensive training data.

The analysis also reveals speci�c strengths and weaknesses of
each model. GPT-3.5’s lower scores across the board suggest dif-
�culties in handling complex syntax and semantics, especially in
languages like C++ and Rust. In contrast, GPT-4’s high scores in
these languages indicate a strong grasp of complex data types and
memory management concepts.

Also, interestingly, the trend of both models on the same pro-
gramming language is di�erent. Java, Python, and C++ are the least-
performed languages on GPT-3.5, yet only Java is still the weakness
of GPT-4 and Python and C++ become the best-performed lan-
guages in GPT-4. This implies the possible change in the training
dataset and signi�cant structural change in the GPT-4, leading to a
huge improvement in performance.

The answer to RQ2 is that GPT-4 signi�cantly outperforms
GPT-3.5 in understanding and processing various program-
ming languages. GPT-4’s performance gain is particularly
notable in languages with simple syntax and semantics,
such as Python and C++.

5.3 RQ3: Explaining Test Results
Figure 5 shows the classi�cation tree built following the methodol-
ogy described in Section 4.4.2. The decision tree consists of non-leaf
nodes (circles) and leaf nodes (squares). Each non-leaf node corre-
sponds to a signi�cant feature (input characteristic) that impacts
the condition, while each leaf node represents the predicted MCT
outcome (either Correct or Incorrect) for the condition associated
with the path from the root to the leaf. In each leaf node, the �rst
value in the parenthesis represents the total number of data in-
stances (inconsistent pairs) from the training set that fall into that
leaf and the second value represents the number of incorrectly
classi�ed instances. For example, the left-most leaf node indicates
that the MCT result is correct when the model is GPT-4, which has
357 misclassi�ed instances out of 2400.

Model

Mutation 
Operator

Token

Correct
(2400/357)

Incorrect 
(600/232)

Incorrect
(600/121)

Incorrect
(600/154)

Correct
(269/101)

Incorrect
(331/140)

<= 183 > 183

= STD

=ROR= LVR=AOR

= GPT-3.5

= GPT-4

Figure 5: Model Decision Tree

Overall, the non-leaf nodes in the tree clearly show that the
factors that have the greatest in�uence on the performance of
the model are ‘model’, ‘mutation operator’, and ‘token’, in that
order. It is worth noting that for GPT-4, ‘mutation operator’ and
‘token’ are not as important (and therefore not distinguished in the
decision tree) since the model works well independently from these
factors, which is consistent with the results of our RQ1 and RQ2.
However, for GPT-3.5, the tree reveals that the performance of the
model varies signi�cantly depending on the mutation operator used.
Furthermore, we can see that GPT-3.5 is incorrect for longer codes
with more than 183 tokens in our dataset. Interestingly, the tree
considers ‘token‘ not ‘line‘ signi�cant, meaning that the number of
tokens matters more than the number of lines. It seems intuitive
because having more lines in the prompt would only result in
having more new-line characters.

MCT Score for Different Programming Language
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• Simply using one-shot prompts significantly enhances 
the performance of GPT-3.5. 

• This highlights the effectiveness of providing even 
minimal contextual guidance to LLMs to improve their 
accuracy and adaptability in complex tasks.
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The answer to RQ3 is that we can identify conditions un-
der which GPT-3.5 and GPT-4 work well or not in terms
of di�erent input characteristics. Although GPT-4 is gen-
erally correct, the correctness of GPT-3.5 depends on the
mutation operators used and the number of tokens in the
code.

5.4 RQ4: Impact of Prompting
Table 4 illustrates the impact of prompt engineering, speci�cally
zero-shot and one-shot prompts, on the MCT scores of the GPT-
3.5 model across various programming languages and mutation
operators. The column Impr in the table quanti�es the improve-
ment of one-shot prompts over zero-shot prompts, highlighting the
e�ectiveness of this technique.

Table 4: MCT Score for Zero-Shot and One-Shot Prompts

Language MO Zero-Shot One-Shot Impr

Python AOR 42 93 51
LVR 25 89 64
ROR 12 70 58
STD 35 89 54

C++ AOR 23 80 57
LVR 13 79 66
ROR 21 85 64
STD 40 81 41

Go AOR 32 87 55
LVR 11 79 68
ROR 33 85 52
STD 38 81 43

Java AOR 34 84 50
LVR 13 61 48
ROR 15 63 48
STD 52 78 26

JavaScript AOR 45 93 48
LVR 29 90 61
ROR 62 94 32
STD 55 90 35

Rust AOR 56 100 44
LVR 33 100 67
ROR 37 99 62
STD 35 95 60

Avg - 32.96 85.21 52.25

The overall pattern emerging from the table is a signi�cant en-
hancement in the model’s performance when employing one-shot
prompts. This improvement is evident across all programming lan-
guages and mutation operators. For example, in Python, the MCT
score for AOR mutations increases dramatically from 42 to 93 when
shifting from zero-shot to one-shot prompting. Similarly, in Rust,
the MCT score for AOR mutations reaches a perfect 100 with one-
shot prompting, up from 56 in the zero-shot scenario.

This consistent improvement across di�erent languages and mu-
tation types indicates the profound impact that even a single, well-
crafted example (e.g., Figure 4) can have on the model’s understand-
ing and response accuracy. The most notable gains are observed in
cases where the zero-shot approach yielded lower scores, suggest-
ing that prompt engineering is particularly e�ective in addressing
speci�c weaknesses in the LLM’s performance.

The results underscore the critical role of prompt engineering
in maximizing the potential of LLMs like GPT-3.5. The substantial
increase in accuracy with one-shot prompts is a key insight for
practical applications, especially in software development tasks
such as automated code analysis and debugging. It demonstrates
that providing minimal contextual guidance through a single exam-
ple can signi�cantly boost an LLM’s performance, making it a more
e�ective tool for nuanced and context-sensitive tasks in software
engineering and beyond.

The answer to RQ4 is that simply using one-shot prompts
instead of zero-shot prompts signi�cantly enhances the
performance of GPT-3.5 in terms of MCT scores. This high-
lights the e�ectiveness of providing even minimal contex-
tual guidance to LLMs in improving their accuracy and
adaptability in complex tasks.

5.5 Threats to Validity
Bugs in our implementation of the experiment scripts could be a
potential threat to the validity of the case study results. To mitigate
this, we performed multiple code reviews for the core implementa-
tions. Furthermore, we manually veri�ed the input and output of
LLMs using various benchmark problems to ensure that everything
was automated as expected. To improve transparency, we plan to
make the implementation publicly available under an open-source
license (see Section 6).

The four mutation operators used in the case study could be
another potential threat. To address this issue, we carefully selected
the mutation operators from widely used and well-accepted mu-
tation testing tools and papers. These operators are derived from
real-world errors commonly found in code issues and are applicable
to most of our target programming languages. However, we want to
note that our approach is independent of a speci�c set of mutation
operators, and the selection of mutation operators is not the main
contribution of this work. In practice, more mutation operators
applicable to a speci�c programming language can be used. Nev-
ertheless, more studies on using various mutation operators are
encouraged.

A potential factor that may a�ect our results is whether the
model accurately understands the natural language description
in the input. However, according to the existing research on text
understanding [8, 33] and benchmarks [18, 39], the error caused
by text understanding is minimal. Nevertheless, more studies are
needed to explore the nuances of language model comprehension
in di�erent contexts.



Open Questions

16



Open Questions

What is the impact of using sampled mutants in MCT? 
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What is the impact of using sampled mutants in MCT? 

Initially, we had 38,018 mutants generated but randomly sampled 2,400 mutants in our study. 

What would be the impact of the random sampling? Can we do better?

What is the relationship among the various capabilities of LLMs? 

For example, the better the writing code, the better the reading/understanding code?

Can we improve the performance of LLMs using the MCT results? 

How can we leverage the MCT results (e.g., the incorrectly identified code-description pairs)?
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Mutation-based Consistency Testing for Evaluating 
the Code Understanding Capability of LLMs
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Background: Mutation Analysis

Measure the fault detection capability of a test suite using artificial faults (mutants).
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RQ3: Input Characteristic Analysis - Methodology

Build a decision tree to infer how the MCT results (correct or not) relate to input 
characteristics (features), such as: 

Model (nominal): GPT-3.5 or GPT-4 

Mutation operator (nominal): AOR, ROR, LVR, or STD 

Programming language (nominal): Python, C++, Java, Go, JS, or Rust 

Line (numeric): Total lines of code 

Token (numeric): Total number of tokens in the code 

Mutation position (numeric): Position (line number) of mutation in the code 

We used the data collected for RQ1 and RQ2 to build decision trees.
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RQ3: Input Characteristic Analysis - Results
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